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Results Overview

Table 1: ASR (Key Performance Metrics by ASR Model)
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Table 2: SQA (Speech Question Answering) GPT-OSS Model evaluation

Model Latency (s) | RPS | RTF | Model size (GB) | CER (%) Evaluation Model Average Score (out of 5 points)
voxtral 3B 4bit 1.21 0.83 5.86 2.18 19.14 Voxtral 3B 4-bit (base) 2.07
whisper large FP16 0.75 1.32 | 7.74 2.87 8.66 Voxtral 3B 4-bit + RAG 2.91
ol 1.55 0.65 | 3.95 2.25 9.09 Voxtral 3B 4-bit + LoRA (Ours) 4.01
 ASR « SQA
- Latency : 2|2 HE 171E M2[ot= | Zel= Ba AlZH(E) o LLM-as-a-Judge (GPT-0SS)
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N Aol e H2et
o RTF:&H 2C|2 Zo| tHH| H2| £
» 4% (R): ZE0| ZTYHLE HIHSI, (iR E| L] Fetstn 2Hgo| =3,
o CER: HEEI HIAET} HMEN ZX LR Q7S ofzto] o141 20| U 4 S,
»  3H (E8): 22| LRt BHSHALE, BHO| 20| Tha HO{F.
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Research Background and Problem Definition
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The Need for SpeechLM / Audio Multimodal LLM
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Research Objectives
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Select Backbone

« Mistralaig| Voxtral mini 3B
- LLM based E2E Transcripiton
o Speech QA, Text QA
- Open-Source

» Simple Structure
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Word Error Rate (%)
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Select Backbone

« Mistralai?| Voxtral mini 3B &X|&
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Dataset

 ASR dataset
o Al Hub 8t=0{ H|CHH = (22X S 33,000 =Z2H(700A[|2), 2HX} 4501 2ZXHB600A|ZH)

* TQA dataset (Text Question & Answer)
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« SQA dataset (Audio Question, Text Answer)
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Dataset Problem Solving

TQA dataset (TeXt Question & Answer) 1 :Z‘;ﬁi;;t"we”‘,"'r, .
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Training Strategies : RAG

- 2
- ost E S HlE{s} 510 DBZ A&
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o Abx
» [1] C. Xiao, Z. Hou, D. Garcia-Romero, and K. Han, "Contextual ASR with retrieval
augmented large language model," in Proc. IEEE Int. Conf. Acoust., Speech, Signal
Process. (ICASSP), 2025.
» [2] S. Li et al.,, "LA-RAG: Enhancing LLM-based ASR accuracy with retrieval-
augmented generation
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Training Strategies : RAG

- 21t
o EHO| HofLt Y202 LI &= Language Confusion0| E20{S
» Language Confusion 2A|SHH 2.92, 3.01 (base, RAG)
- ASR 277} Retrieverdl 8& X5t 22!/0] &

> Of[Al: ElEFEEOH - A== 2 FHol

Table 1: SQA(Speech Question Answering) GPT-OSS Model evaluation

Evaluation Model | Average Score (out of 5 points)
Voxtral 3B 2.07
Voxtral 3B, RAG 2.9
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Training Strategies : RAG
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Training Strategies : RAG
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Training Strategies : RAG

« Conclusion
- ASR + RAG= Error propagation 20| £l EHS MEist= ZE0| QIC}

» WavRAG: Audio-Integrated Retrieval Augmented Generation for Spoken Dialogue Models [ACL 2025]

- LLMO| RAGE IS} 2 M 22f(hallucination) 21&S EO0[ALL, Y= 1A}F 7HE2| ZO|E FAISHE HF AL E2
== ddot= X7 A,

M

» ASR 2F wd A0 E3t=| =5 O|MIZH (fine-tuning) Sh= 20| M5 SHA0| EUALE.

» Contextual ASR with Retrieval Augmented Large Language Model , AWS Al Labs [ICASSP 2025]
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Training Strategies : Finetuning

« LLM only finetuning

. GE0| 0|0| QL|Q-EHIAE HAE & SHEIUCHH
Text finetuning 2O 2 oz 2MQlAl M50|

aFebE Z10]|C,
- Medical dataset
» Text QA
> LLM only LoRA finetuning
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« 2 stage finetuning
o ME0| X|23t= Transcription, Speech QA

7|
- M

o LLM, Adapter LoRA finetuning

s= 25 2|= H[o|E{ M2 2 finetuning

edical dataset

» ASR

» Text QA (TQA)

» Speech QA (SQA)

Stage 1: LLM only finetuning

o O] UM AISUEH ZE EE

- TQAGIO|EZ 2|= =H|2l X|

Al St
-1
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Stage 2 : LLM, Adapter LoRA finetuning

o Adaper + LLM LoRA finetuning

o ASR, SQAL|O|E{Z QL|2-EIAE 2| MY
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Training Strategies

« LLM only finetuning

.

» A0 dAH|0f He|SE HIO]E AFE
» LLM QLoRA finetuning (Quantized Low-Rank Adaptation)
- 16GB VLAM %| &3}

- NF4, 0|5 xjs}, 28 2T AlM

-

Loss

1.6

1.4

1.2

1.0

Dept. of Electronic Engineering, Sogang

Text prompt

Audio

Whisper Large v3
Encoder

Adapter

Text output

Training loss curve Step
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Training Strategies

* LLM only finetuning
o Zu}
» catastrophic forgetting 244
H

- 7|& 84 Transcript

o o
- Transcript O] Ot-l QA SES tet

Transcription Task
Input : O{EH| 81 M7| = ZHS oftst 4 Q)

27tK?

Output : &7 ZHES oA floiA= R 7HX] FAtEE X|FHOF gL|C HA &3 T

R0| A= 20| 0 ZQELICE 2|E = otTE AL = AALT0l= BIEA| &3 THSHA| W

OfOF RfLIC}. fEot Z7| SE0] U= A
E|H o= Tlat &ES ALt
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Text output
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Training Strategies

2 stage finetuning
- 2

Audio

» Stage 1: 7|Z0]| LLM LoRA finetuning & A2 Whisper Large v3
- o|Z SRl XA Bt Sylelelely

» Stage 2: ASR, SQA HIO|EZ SM &5
- Audio encoder Adaper + LLM LoRA finetuning

ot

Adapter
Loss Text prompt
0.8
LoRA
0.4
Text output
0
Training loss curve Step Model structure
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Training Strategies

2 stage finetuning
- &1t
. O|F ASR 455 4t

» ASR C[O|E{All0]| 1= S| & THO{ & Q1A

Transcription

Answer : HZZHY= 5! A HSHSHEO|AS 1e 4= &L
Base : "H[MZA M s" 9l "HRA| HIXMAFO|A"S n{e = JU&LCE.
Ours : HIZH dd= 3! ERA| H|ESZ =F 0|45 e 5= /JFLICL

Answer HMSIHSEFOZ x5 LS| B, LRSHH FIAs=0|L 2 ud=s E2

Soff WS Hxjo EEFME St

Base FMLF CHE EFHoz 7S FES| B0, HR6MH FINZE +=0|L 27TF= F2

Soff S o] EEHME eC.

Ours : FMLIEHSEHFOZ xS FUS| E URSIH SIA+=0|L FuE=s Bd= =

off Heds Ejof FEEEZA
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o
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Training Strategies
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Evaluation

Table 1: ASR (Key Performance Metrics by ASR Model)
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Table 2: SQA (Speech Question Answering) GPT-OSS Model evaluation

Model Latency (s) | RPS | RTF | Model size (GB) | CER (%) Evaluation Model Average Score (out of 5 points)
voxtral 3B 4bit 1.21 0.83 5.86 2.18 19.14 Voxtral 3B 4-bit (base) 2.07
whisper large FP16 0.75 1.32 | 7.74 2.87 8.66 Voxtral 3B 4-bit + RAG 2.91
ol 1.55 0.65 | 3.95 2.25 9.09 Voxtral 3B 4-bit + LoRA (Ours) 4.01
 ASR « SQA
- Latency : 2|2 HE 171E M2[ot= | Zel= Ba AlZH(E) o LLM-as-a-Judge (GPT-0SS)
- RPS:1xE XMz = U= L2 ¥E9 T+ » 5H (119 24): AR WA o= ehesp| ofsstn, i Fekstn AMsi]
Aol e H2et
- RTF: &H| @C|2 ZO| CHH| H2| £=
» 4F (22): 220 2o E HHSIH, iFE2| 0| Feltstn 20| 3.
o CER: HEEI HIAET} HMEN ZX LR Q7S ofzto] o141 20| U 4 S,
. 3H (25): M2 Uofet st gie] 22140| Ci4 Hofg,
» 2 (018): 229 HaS mefsHR| 611, 2 gl= HEE MISstL EiHoll

RIS,

» 13 (0hR 018): 220 Ty 2 gls HYHE Shu, 25| 2RE FEE
HiZg.
SA PUA szwmga
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Conclusion

« CHAIX Finetuning 2| 1}
. EIAE X|A| 5140| ASR A

- ASR HI[O[E{ A0l 1H o= E0{7X| 24| Jts.

» Stage 1 (LLM LoRA, HIAE QA): 2| & X|4] st&
» Stage 2 (Audio Adapter + LLM LoRA, ASR+SQA): 24 ¢

- O|= 3} 5 97| #|2 2o E HY (UM A -7 HH|)

o 4-bit 2XIS} + LORAR ZZF M3l 715
o

b
= ool Z2tOHAl-X[H H|efol| Hgt

§
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Future Works

- T8 == Sttt 45 S

o CoT(Chain-of-Thought) ZESIEIS L5l 12U S F tHA = HeS| 22|
> 1CHA: 34 Q1A @RS HAY uH
» 2CHA: D HEIHIAES J|HIOZ £|& EHAS MMst= mto|Zatel
- LG M3 (Alighment)2 S8t 2| X3}

+ RLHF, DPOZ} 22 2|4l DY M 7|¥g X Ss}0, RUO| Eio) rﬂxr°| o|zofl of &

o =
- O] 2P S Soll 2R A XMt SHH 1A

-

=
1o
A
©

o

Hd

&
1o U
0[0

o
>

H‘|

fujr

=

> [
Ot

r|r

« Streaming Inference
- &IA|ZH e X2 & BE =3 X

o o= SiZt Cl{zlof| Mgtor MA|IZE SEHA =tH
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Additional tasks

=5

A

. whisper-streaming As T}

- 9|F test set &L
 HE[E audio H[0|E{All normalize

- Whisper large v3 2% &g, CER &2} 20l = TEF
. O|F text dataset H2|

» Kenlm, Rnnim &&2 ¢/¢t HI0|E Het 5! Normalize

- HICHH T2 S f¢t 2| =T 3 2kt 24, =HC] Al 2230 Ze

=7

e kenlm &t&

« Contextual biasing research
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Appendix

. QLORA(4bit)
o LSt | DE2 4H|IER ARSM ' F1(frozen)', OFF Z2 37|2| '0{HE{(adapter)'?t F7I6HA O HE2at
StEAIZ|XH

- NF4(NormalFloat 4-bit)
» LLM 7t5X[9| 2= FH2EE WE.

» Z1EX7F HEE 0 FHO|= O B2 K& S EE0H Y6l 713X7H EE 4% £ 77Hol= X ES ES g€
o 4-bit NF4 Quantization
» Voxtral-Mini-3B MA|Z o| X1} SUSHA| 4-bit NF4 HHAl O 2 kXS5 VRAMO| 22 hi = |
- LORA (Low-Rank Adaptation) Z >
g = b 24 = % Pretrained
7|Z= Layerol| HE 2 Adapters 7} Welghts

» FHe| 22 WEH (AL} B)Z #dEl AdapterZ of& LIEt0[E & S

- Mixed Precision Training

» KT 4H|E, AlAS 16H|E! M2 »,
» NF4 codebook2 Sdl 16bit CHEZI2 XMZ, O|EQ ZRCZE JIE5X|E 1M
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Appendix

* Finetuningd|lA] QLoORA(4bit)E AtE3st= 0|&
o Al
» Weights (Model Parameters)
» Optimizer
» Gradient

» Activations & Overhead

- 1. HI22| 272F (Voxtral mini 3B 2 7|ZF, 4,676,271,104) Z|A& AHAHK|

Full finetuning 9.4 GB 9.4 GB 37.6 GB 60 GB
LoRA (fp16)  9.43 GB 30 MB 120 MB 5GB 15 GB
QLORA (4bit)  2.38 GB 30 MB 120 MB 5GB 8GB
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Appendix

- Voxtral Mini 3B Streaming 7t
1. 2C|2 Chunk £t 1=
» pyaudio/sounddeviceZ 0.5-1.0s M3 =&l > processor.apply_transcription_requestdi| SA| £
2. AA|Ztgenerate() + £2 2& C|2L
» H30ICF max_new_tokens X2t 2 WHE 22 Z&(Partial) 22
3. A& SH(EY /X1)
» | b7l 3T EIAE ROHo| ZoH(RIZRE HEHAE)

» J}& A/KV-cache/hidden state ZHAI2 O 2 X|H %| A5}

- H1(2H)
» [1] J. Jia et al., Efficient Streaming LLM for Speech Recognition (SpeechLLM-XL) Meta Al, 2024.
» QLIEMIAZ LI EOS(HA BR) 7|4t =X C|ZE
» Hstel OfEIM SIER(b HA)E AlAS MY £F0Z MY

. HHYRE CTC 2R FHE £ > MAIS| Fots B 2T gl
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